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Abstract—Existing variational Bayesian filters for nonlinear
state estimation often suffer from accuracy degradation, at-
tributable to forced conjugacy or convergence instability caused
by high-variance gradient estimation. To this end, this paper
proposes an optimization-based variational Bayesian filter with
reparameterization. We first establish a variational framework
where the optimization objective, i.e., the evidence lower bound
(ELBO), is decomposed into a tractable prior term derived
analytically and an intractable likelihood term approximated via
Monte Carlo sampling. To mitigate the high gradient variance
in the sampling process, the reparameterization trick is adopted
to reconstruct the latent state as a deterministic function of the
variational mean, the covariance Cholesky factor, and auxiliary
Gaussian noise. This formulation allows for the computation
of stable pathwise gradients, enabling an iterative update of
variational parameters via a robust gradient ascent algorithm.
Extensive numerical simulations and experiments on real-world
datasets demonstrate that the proposed method significantly
outperforms existing approaches in terms of estimation accuracy
and stability.

Index Terms—Nonlinear state estimation, variational Bayesian,
reparameterization trick, Monte Carlo sampling.

I. INTRODUCTION

THE problem of state estimation, which involves inferring
latent state variables of a dynamic system from obser-

vation data contaminated by noise [1], plays a pivotal role
in numerous scientific research and engineering applications
[2], [3]. For instance, in maneuvering target tracking [4], state
estimation enables the real-time monitoring of dynamic tar-
gets, providing the foundation for intelligent decision-making.
Similarly, in autonomous driving [5], it serves as a pivot for

This research is supported by NSFC grant, Grant number: U21A20446.
(Corresponding author: Keyin Wang.)

Guoqiang Mao is with the School of Transportation, Southeast University,
Nanjing 210096, China (e-mail: g.mao@ieee.org).

Keyin Wang and Tianxuan Fu are with the Research Institute of
Smart Transportation, the State Key Laboratory of Integrated Services Net-
works and the School of Telecommunications Engineering, Xidian Univer-
sity, Xi’an 710071, China (e-mail: keyinwang@stu.xidian.edu.cn; futianx-
uan@stu.xidian.edu.cn).

Baoqi Huang is with the Engineering Research Center of Ecological Big
Data, Ministry of Education, and the Inner Mongolia Key Laboratory of Wire-
less Networking and Mobile Computing, College of Computer Science, Inner
Mongolia University, Hohhot 010021, China (e-mail: cshbq@imu.edu.cn).

Wei Xiang is with the School of Computing, Engineering and Mathematical
Sciences, La Trobe University, Melbourne, VIC 3086, Australia, and also with
the College of Science and Engineering, James Cook University, Cairns, QLD
4878, Australia (e-mail: w.xiang@latrobe.edu.au).

Wenhu Qin is with the School of Instrument Science and Engineering,
Southeast University, Nanjing 210096, China (e-mail: qinwenhu@seu.edu.cn).

Copyright (c) 2026 IEEE. Personal use of this material is permitted.
However, permission to use this material for any other purposes must be
obtained from the IEEE by sending a request to pubs-permissions@ieee.org.

ensuring safety. Furthermore, in the monitoring and control of
complex industrial processes, state estimation is indispensable
for maintaining system stability and optimizing performance
[6].

The most commonly used method for state estimation is
the Kalman filter [7] and its variants. For linear Gaussian
systems, the Kalman filter can provide an optimal estimate
[8], but it is insufficient to handle the inherent nonlinearities of
real-world applications [9], [10]. To address these limitations,
various variants have been developed. The extended Kalman
filter (EKF) [11] linearizes models via first-order Taylor se-
ries expansion, yet its performance can degrade markedly in
strongly nonlinear regimes due to linear approximation around
the estimated states. Further, deterministic sampling methods
such as the cubature Kalman filter (CKF) [12] and unscented
Kalman filter (UKF) [13] improve approximation accuracy by
using strategically chosen points, while the particle filter (PF)
[14] employs weighted particles to approximate non-Gaussian
distributions. Despite these advancements, these conventional
methods frequently struggle to satisfy the stringent accuracy
and stability requirements demanded by complex, strongly
nonlinear systems.

In recent years, the rapid advancement of machine learning
has led to the development of data-driven methods that lever-
age deep neural networks to replace specific modules within
filtering frameworks for nonlinear state estimation [15], [16].
Techniques such as KalmanNet [17] and neural EKF [18] learn
the optimal Kalman gain or system dynamics directly from
data, thereby circumventing the need for explicit linearization.
Despite demonstrating state-of-the-art performance on specific
tasks, these methods are fundamentally constrained by their
heavy reliance on extensive labeled datasets. In many practical
engineering systems, acquiring accurate ground-truth states for
supervised training is often prohibitively expensive or infea-
sible. Furthermore, due to their inherent "black-box" nature,
neural networks lack the mathematical interpretability and
stability guarantees that are indispensable for safety-critical
systems.

Another pivotal research direction for nonlinear state es-
timation focuses on optimization-based filtering methods. In
contrast to the reliance on closed-form recursions, these meth-
ods reformulate the filtering task as a sequence of nonlinear
optimization problems [19]. Representative approaches, such
as the iterated Kalman filters [20] and Gauss–Newton filters
[21], refine prediction and update steps by iteratively solv-
ing local nonlinear least-squares problems. While generally
demonstrating superior capability in handling complex non-

This article has been accepted for publication in IEEE Internet of Things Journal. This is the author's version which has not been fully edited and 

content may change prior to final publication. Citation information: DOI 10.1109/JIOT.2026.3706067

© 2026 IEEE. All rights reserved, including rights for text and data mining and training of artificial intelligence and similar technologies. Personal use is permitted,

but republication/redistribution requires IEEE permission. See https://www.ieee.org/publications/rights/index.html for more information.

Authorized licensed use limited to: Southeast University. Downloaded on July 19,2026 at 07:25:35 UTC from IEEE Xplore.  Restrictions apply. 



2

linear systems compared to Kalman filter variants [22], [23],
these optimization-based filters are not without limitations.
Specifically, their reliance on repeated local approximations
introduces significant approximation errors when dealing with
severe nonlinearities, rendering the update process highly
dependent on initialization quality to avoid being trapped in
local minima.

To mitigate these issues, variational inference (VI) has
been investigated as a robust alternative, which transforms
the inference task into an optimization problem by maxi-
mizing the evidence lower bound (ELBO) of the posterior
distribution [24]. However, for nonlinear dynamical systems
where conjugacy does not hold, the ELBO is typically an-
alytically intractable. While recent works have attempted to
address the problem via gradient-based optimization [25] or
sampling-based approximations [26], these gradient estimation
techniques often induce high variance, resulting in unstable
convergence behavior.

In lieu of the aforementioned limitations, this paper pro-
poses a novel optimization-based variational Bayesian filter
with reparameterization tailored for nonlinear systems. We
first establish a variational framework by decomposing the
ELBO into an analytically derived prior term and a likelihood
term approximated via Monte Carlo sampling. Crucially, in-
stead of using the standard gradient estimation, we employ
the reparameterization trick to express the latent state as a
deterministic transformation of the variational parameters and
auxiliary noise. This formulation facilitates the computation
of stable, low-variance pathwise gradients via the chain rule,
thereby significantly enhancing the stability and precision of
state estimation. The main contributions of this paper can be
summarized as follows:

1) A novel optimization-based variational Bayesian filter-
ing framework for nonlinear state estimation is proposed,
in which the optimization objective, i.e., the ELBO, is
decomposed into a tractable prior term and an intractable
likelihood term. For the prior term, an analytically
tractable closed-form expression is derived, along with
its exact gradients with respect to the variational parame-
ters. Meanwhile, the intractable expectation in the likeli-
hood term is approximated using Monte Carlo sampling,
thereby obtaining the requisite gradient information for
optimization.

2) To enhance numerical stability in gradient estimation,
the reparameterization trick is employed to formulate
the latent state. Specifically, the state is expressed as a
deterministic transformation of the variational mean, the
Cholesky factor of the covariance, and auxiliary Gaus-
sian noise. This formulation facilitates the computation
of stable pathwise gradients for the ELBO, ensuring
reliable iterative updates and yielding a robust, high-
precision filtering algorithm.

3) The effectiveness of the proposed method is validated
through extensive numerical simulations and experi-
ments on real-world datasets. Results demonstrate that
the proposed method consistently outperforms known
state-of-the-art baselines, achieving superior state esti-
mation accuracy and more robust convergence behavior.

The remainder of this paper is organized as follows. Section
II describes the work closely related to the proposed method.
Section III gives the problem formulation of the nonlinear
state estimation. Section IV provides details on the proposed
method. The experimental results are given in Section V.
Finally, the conclusion and future work are drawn in Section
VI.

II. RELATED WORK

This section reviews prior work most relevant to our prob-
lem setting, with a focus on model-based nonlinear state
estimation methods.

Although conventional filters such as the UKF and PF
are designed to address nonlinearities, they primarily rely
on one-step deterministic or stochastic approximations of the
posterior, which may lead to significant residual errors. To
achieve more refined estimates, optimization-based filtering
methods have been developed to iteratively minimize the
approximation bias. Tronarp et al. [20] developed an iterative
Gaussian filtering framework based on statistical linear regres-
sion. By repeatedly constructing a mean-square optimal affine
approximation from conditional moments and relinearizing the
measurement model around the current posterior, this method
enhances estimation precision without compromising com-
putational efficiency. Similarly, Goffin et al. [27] introduced
an iterated invariant EKF by incorporating a Gauss–Newton
optimization scheme into the measurement update. Essentially,
invariant filtering is a framework that exploits the inherent geo-
metric symmetries of a dynamic system to ensure that the evo-
lution of the estimation error remains independent of the true
state trajectory. By repeatedly relinearizing the measurement
model around the current estimate, this method systematically
enhances estimation accuracy in low-noise regimes while
preserving the geometric structure and consistency of invariant
filtering. In the context of distributed tracking, Chen et al. [28]
proposed a weighted optimization-based filter where each node
integrates measurements by minimizing a weighted residual
cost function. Despite the improved accuracy achieved by
these optimization-based approaches, they remain inherently
constrained by their reliance on local approximations. The
local nature of the approximations often proves inadequate for
capturing the global posterior landscape, consequently leading
to underestimated uncertainty or biased estimates.

In contrast to these local approximation schemes, VI seeks a
global approximation of the posterior by optimizing a param-
eterized variational family [29]. This formulation renders VI-
based methods inherently more robust in capturing complex
posterior structures, making them particularly well-suited for
scenarios characterized by severe nonlinearities. Šmídl et al.
[30] pioneered the integration of VI into the recursive Bayesian
filtering framework. The core principle involves applying a
mean-field factorization at each time step to approximate the
joint posterior, where the optimal approximation is obtained by
minimizing the Kullback-Leibler (KL) divergence. Following
this foundational work, early research on variational Bayesian
filtering predominantly targeted linear systems with unknown
noise statistics. Särkkä et al. [31] introduced recursive vari-
ational Bayesian Kalman filters capable of jointly estimating
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the state and time-varying measurement noise covariances by
leveraging conjugate exponential-family priors. Extending this
scope, Huang et al. [32] considered linear systems where both
process and measurement noise covariances are unknown. By
assigning Inverse-Wishart conjugate priors to these parame-
ters, their method employs a variational scheme to iteratively
approximate the true posterior distribution.

Extending VI from linear systems to nonlinear systems
naturally becomes the next step, which presents significant
challenges. Due to the absence of conjugacy in nonlinear
models, the variational update steps typically do not admit
closed-form solutions. To address this issue, a prominent line
of research leverages the concept of approximate conjugacy.
These methods typically employ local surrogate approxima-
tions to linearize nonlinear functions within the variational
framework, constructing a pseudo-conjugate structure that
permits closed-form updates. Huang et al. [33] considered
autonomous underwater vehicle navigation by utilizing state
augmentation and model simplification to reformulate the
problem as an approximately linear-Gaussian system. Within
this approximate framework, Inverse-Wishart conjugate pri-
ors are employed, thereby enabling closed-form conditional
variational Bayesian updates. Liu et al. [34] developed a
variational Bayesian CKF that integrates an Inverse-Gamma
conjugate prior for variance inference. By utilizing cubature
rule approximations to handle nonlinearities, the framework
enables effective variational iterative filtering. Although these
strategies facilitate recursive updates, they are constrained
by the analytical structural assumptions required to maintain
conjugacy, which often mismatch the true system model. This
mismatch results in biased optimization objectives that fail
to capture high-order nonlinear effects, leading to degraded
estimation accuracy in complex scenarios.

Other approaches bypass the conjugacy constraint by di-
rectly updating variational parameters using numerical ap-
proximation. Lan et al. [35] proposed a stochastic search
variational Bayesian Kalman filter. This method introduces
auxiliary latent variables to facilitate the joint estimation of
the system state and unknown process noise covariance within
a stochastic optimization framework. Hu et al. [36] proposed
a natural gradient variational Bayesian Kalman filter, which
maximizes the ELBO using natural gradients derived from the
Fisher information matrix, thereby iteratively approximating
the posterior in nonlinear systems. While these numerical ap-
proximation methods enhance the filter’s adaptability to strong
nonlinearities by relaxing conjugacy constraints, directly op-
timizing the state variational parameters often produces high-
variance gradient estimates, rendering the optimization sensi-
tive to initialization and prone to unstable convergence.

Distinguished from existing approaches, this paper presents
a reparameterization-based variational filtering framework.
We decompose the ELBO into analytically tractable prior
components and intractable likelihood terms. To mitigate the
instability inherent in approximating the latter, we introduce
the reparameterization trick, which transforms the stochastic
sampling of latent states into a deterministic, differentiable
mapping. This reformulation enables the computation of low-
variance pathwise gradients via the chain rule, effectively

bypassing the high variance of traditional gradient estimators.
Consequently, our method ensures robust convergence and
superior estimation precision even in the presence of complex
nonlinearities.

III. PROBLEM FORMATION

Consider the discrete-time nonlinear dynamic system repre-
sented by the following model:

xk = f(xk−1) + ωk (1)

zk = h(xk) + υk (2)

where xk ∈ Rdx denotes the dx-dimensional system state
vector at time step k, zk ∈ Rdz represents the dz-dimensional
measurement vector at time step k, the function f(· ) is the
state transition function, h(· ) is the observation function,
and ωk and υk are zero-mean Gaussian process noise and
measurement noise with covariance Qk and Rk, respectively.

In the Bayesian filtering framework, the primary objective
is to recursively estimate the posterior probability density
function (PDF) of the state xk given the sequence of mea-
surements z1:k = {z1, . . . ,zk}. Under the minimum mean
square error (MMSE) criterion, the optimal state estimate is
the conditional mean of the posterior. According to Bayes’
theorem, the posterior PDF p(xk|z1:k) is updated recursively
as follows:

p(xk|z1:k) =
p(zk|xk)p(xk|z1:k−1)∫
p(zk|xk)p(xk|z1:k−1)dxk

(3)

where p(zk|xk) is the likelihood function defined by the
measurement equation, and p(xk|z1:k−1) is the predicted prior
distribution.

For general nonlinear systems, the denominator∫
p(zk|xk)p(xk|z1:k−1)dxk is typically intractable, rendering

a closed-form solution for the exact posterior unattainable. To
circumvent this challenge, we propose an optimization-based
variational Bayesian approach to approximate the posterior
distribution.

IV. PROPOSED VARIATIONAL BAYESIAN FILTER WITH
REPARAMETERIZATION

In this section, we elaborate the proposed filter, which
transforms the state estimation problem into an optimization
problem over the variational parameters.

A. Variational Bayesian Inference

The core idea of VI is to approximate an intractable poste-
rior distribution using a parameterized variational distribution.
This is achieved by minimizing the KL divergence between
the variational distribution and the true posterior. In our case,
the target distribution to approximate is the true posterior
p(xk|z1:k), and we introduce a variational distribution q(xk)
as the approximation. The KL divergence between them is
defined as follows:

KL
(
q(xk)||p(xk|z1:k)

)
=

∫
q(xk) log

q(xk)

p(xk|z1:k)
dxk. (4)
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To facilitate the derivation of a computable optimization
objective, we utilize the following relationship from Bayes’
rule

p(xk|z1:k) =
p(xk, zk)

p(zk)
, (5)

where p(xk, zk) denotes the joint PDF of the state and the
measurement at time k, and p(zk) represents the marginal
likelihood. These terms are respectively defined as follows:

p(xk, zk) = p(zk|xk)p(xk|z1:k−1) (6)

p(zk) =

∫
p(xk, zk)dxk. (7)

By substituting (5) into (4), we obtain

log p(zk) = Eq(xk)

[
log

p(xk, zk)

q(xk)

]
︸ ︷︷ ︸

L(q(xk))

+KL
(
q(xk) ∥ p(xk|z1:k)

)
.

(8)
Since log p(zk) is independent of the variational distribution

q(xk), minimizing the KL divergence is equivalent to maxi-
mizing the ELBO L(q(xk)). Substituting (6) into the ELBO
expression yields:

L(q(xk)) =

∫
q(xk) log

p(zk|xk)p(xk|z1:k−1)

q(xk)
dxk. (9)

Using the logarithmic identity log AB
C = logA− log C

B , the
integral can be separated as follows:

L(q(xk)) =

∫
q(xk) log p(zk|xk)dxk

−
∫

q(xk) log
q(xk)

p(xk|z1:k−1)
dxk. (10)

Applying the definition of expectation for the first term and
the definition of KL divergence in (4) for the second term, the
ELBO can be decomposed into a likelihood term and a prior
term as follows:

L(q(xk)) = Eq(xk) [log p(zk|xk)]︸ ︷︷ ︸
likelihood term

−KL
(
q(xk) ∥ p(xk|z1:k−1)

)︸ ︷︷ ︸
prior term

.

(11)

B. Gaussian Approximation and Prediction

We assume the variational posterior follows a Gaussian
distribution q(xk) = N (xk;mk,Sk), parameterized by the
mean vector mk and covariance matrix Sk. Similarly, the
prior distribution p(xk|z1:k−1) is approximated as a Gaussian
N (xk;mk|k−1,Sk|k−1) [36]. Before the variational update,
the prior parameters are obtained via the prediction step as
follows:

mk|k−1 = Ep(xk−1|z1:k−1) [f(xk−1)] (12)

Sk|k−1 = Ep(xk−1|z1:k−1)[(f(xk−1)−mk|k−1) (13)

(f(xk−1)−mk|k−1)
T] +Qk−1. (14)

These predicted moments can be computed using standard
numerical integration techniques such as the Cubature rule or
Unscented transformation. When the state transition function
is only mildly nonlinear, they can also be approximated via
local linearization.

C. Reparameterization

Directly optimizing the parameters mk and Sk is often
problematic due to the high variance of the gradient estimates.
To address the problem, we employ the reparameterization
trick by expressing xk as follows:

xk = mk +Lkϵ (15)

where ϵ ∼ N(0, I) is a standard Gaussian random vector, 0 is
the zero vector, I is the identity matrix, and Lk is the Cholesky
decomposition of Sk, satisfying LkL

T
k = Sk. Here, (·)T

denotes the matrix transpose. By using this reparameterization,
solving the variational distribution q(xk) is transformed into
solving for the parameters mk and Lk.

D. Maximization of the ELBO

We maximize the ELBO with respect to the variational pa-
rameters ϕ = {mk,Lk}. The optimization objective consists
of the intractable likelihood term and the analytical prior term.
We employ a gradient-based optimization method to update
the parameters mk and Lk, as follows:

mi+1
k = mi

k + α∇mk
L(q(xk))

Li+1
k = Li

k + α∇Lk
L(q(xk))

(16)

where the superscript i denotes the iteration index, α is the
learning rate, and ∇mk

L(q(xk)) and ∇Lk
L(q(xk)) denote

the partial derivatives of the ELBO with respect to mk and
Lk, respectively. We next derive these gradients in detail.

Monte Carlo sampling is adopted to approximate the in-
tractable likelihood term as follows:

Eq(xk) [log p(zk|xk)] = Eϵ [log p(zk|mk +Lkϵ)]

≈ 1
M

∑M
m=1 log p

(
zk|mk +Lkϵ

(m)
) (17)

where M is the number of Monte Carlo samples, and m refers
to the index of the mth sample.

The log-likelihood function log p(zk|mk+Lkϵ
(m)) can be

written as follows:

log p(zk|mk +Lkϵ
(m)) = − 1

2 [(zk − h(mk +Lkϵ
(m)))T

R−1
k (zk − h(mk +Lkϵ

(m))) + log |Rk|+ n log 2π]
(18)

where (·)−1 represents the matrix inverse, |·| denotes the
determinant operation, and n denotes the dimension of the
state vector.

Using the chain rule, the gradient of log p(zk|mk+Lkϵ
(m))

with respect to mk can be expressed as follows:
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∇mk
log p

(
zk|mk +Lkϵ

(m)
)
= (J (m)

k )TR−1
k (zk−

h(mk +Lkϵ
(m)))

(19)

where J (m)
k = ∂h

∂xk
|
x

(m)
k

is the Jacobian of the observation
function.

Substituting (19) into (17), we obtain

∇mk
Eq(xk) [log p(zk|xk)] ≈ 1

M

∑M
m=1[(J

(m)
k )TR−1

k

(zk − h(mk +Lkϵ
(m)))].

(20)

The prior term in the ELBO can be expressed as follows:

KL
(
q(xk)||p(xk|z1:k−1)

)
=

∫
q(xk) log

q(xk)
p(xk|z1:k−1)

dxk

= 1
2 [tr

(
S−1

k|k−1Sk

)
+
(
mk −mk|k−1

)T
S−1

k|k−1(
mk −mk|k−1

)
− n+ log

∣∣Sk|k−1

∣∣− log |Sk|].
(21)

According to (21), we have

∇mk
KL

(
q(xk)||p(xk|z1:k−1)

)
= S−1

k|k−1

(
mk −mk|k−1

)
.

(22)
Thus, the total gradient of the ELBO with respect to mk

can be expressed as follows:

∇mk
L(q(xk)) ≈ 1

M

∑M
m=1[(J

(m)
k )TR−1

k (zk−
h(mk +Lkϵ

(m)))]− S−1
k|k−1

(
mk −mk|k−1

)
.

(23)

Similarly, the gradient with respect to Lk is given by

∇Lk
Eq(xk) [log p(zk|xk)] ≈ 1

M

∑M
m=1

(
J (m)

k

)T

R−1
k

(
zk − h(mk +Lkϵ

(m))
) (

ϵ(m)
)T

(24)

and

∇Lk
KL

(
q(xk)||p(xk)

)
=

(
S−1

k|k−1 − S−1
k

)
Lk. (25)

The detailed derivation of (24) and (25) is provided in
Appendix A.

Combining (24) and (25), we have

∇Lk
L(q(xk)) ≈ 1

M

∑M
m=1

(
J (m)

k

)T
R−1

k

(zk − h(mk +Lkϵ
(m)))(

ϵ(m)
)T −

(
S−1

k|k−1 − S−1
k

)
Lk.

(26)

Substituting (23) and (26) into (16) yields an iterative
solution for the variational parameters. The relative error is
adopted as the convergence criterion for iteration, which is
defined as follows:

∥∥mi+1
k −mi

k

∥∥∥∥mi
k

∥∥+ εm
≤ δm,

∥∥Li+1
k −Li

k

∥∥
F∥∥Li

k

∥∥
F

≤ δL (27)

where ∥·∥ denotes the Euclidean norm, ∥·∥F is Frobenius
norm, εm is a small constant introduced to avoid division
by zero, and δm and δL are small positive thresholds selected
according to practical requirements.

E. Summary and Discussion

The proposed method can be summarized in Algorithm
1. The proposed algorithm is applicable to highly nonlinear
recursive state estimation tasks, such as those in dynamic
intelligent transportation environments. At each time step, the
prediction step propagates the state distribution according to
the nonlinear system dynamics, and the measurement update
refines the variational posterior using the latest observation.
This recursive prediction-update mechanism enables the esti-
mator to inherently adapt to changing motion states and newly
arriving sensor information. Furthermore, instead of relying
solely on a single-point local linearization, the proposed
method optimizes the ELBO over the variational distribution.
The Monte Carlo approximation robustly evaluates the like-
lihood term over the current uncertainty region, while the
KL divergence term regularizes the posterior approximation
toward the predicted prior. This optimization-based design
effectively mitigates severe nonlinear measurement effects and
maintains strict temporal consistency, thereby significantly
enhancing the algorithm’s adaptability and tracking stability
in complex dynamic scenarios.

Algorithm 1 State Estimation (at time k)
Input: mk−1, Sk−1, zk, M , α, εm, δm, δL, Imax

Output: mk, Sk

1. State Prediction:
2. Compute the predicted mean vector mk|k−1

and covariance matrix Sk|k−1 via (12)
and (13), respectively.

3. Measurement Update:
4. Initialization: m0

k = mk|k−1, S0
k = Sk|k−1, i = 0;

5. while not convergent according to (27) and i < Imax do
6. Update mk and Lk via (16);
7. i = i+ 1;
8. End while

It is worth noting that while the reparameterization trick
effectively stabilizes the iterative updates by reducing gradient
variance, the overall ELBO landscape may remain non-convex
for highly nonlinear observation models h(xk). As a result,
the gradient ascent procedure employed in Algorithm 1 is
fundamentally a local optimization approach and is sensitive to
the initialization point mk|k−1. Although we utilize advanced
numerical integration techniques (such as the Cubature rule
or Unscented transformation) to provide a high-quality initial
prior mk|k−1, which reduces the probability of converging
to poor local optima, the risk remains. To mitigate this issue
in practical applications, a reset strategy can be adopted.
Specifically, the consistency between the predicted measure-
ment and the actual observation can be monitored during the
filtering process. When a significant inconsistency is detected,
the current prediction can be regarded as unreliable, and the
variational update can be restarted from a more conservative
initialization. For example, the prior covariance can be en-
larged to increase the search region of the variational posterior,
or an auxiliary coarse estimate obtained from a conventional
nonlinear filter can be used as the new initial point. In this way,
the optimization is prevented from being overly constrained
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around an inaccurate prediction, thereby reducing the risk of
convergence to a poor local optimum.

It should also be noted that Algorithm 1 is derived under the
Gaussian approximation, where both the variational posterior
q(xk) and the predicted prior p(xk|z1:k−1) are modeled as
Gaussian distributions. However, in complex environments, the
measurements may exhibit severe multi-modal or long-tailed
non-Gaussian characteristics. In such cases, a single Gaussian
variational posterior may be insufficient to fully represent the
true posterior distribution, and the estimation accuracy of the
proposed algorithm may be degraded. To address this limita-
tion, the proposed optimization-based variational framework
can be further extended by adopting more expressive prob-
abilistic models. For example, Gaussian mixture variational
distributions can be used to represent multi-modal posteriors,
while heavy-tailed likelihood models, such as Student’s t
distributions, can be introduced to improve robustness against
outliers and long-tailed measurement noise.

In addition, in the proposed algorithm, the process noise
covariance Qk and the measurement noise covariance Rk are
assumed to be known or preset nominal matrices. However, in
practical dynamic environments, such as autonomous driving
and maneuvering target tracking, the noise statistics may vary
over time due to multipath propagation or occlusions. The
proposed optimization-based variational framework can be
naturally extended to adaptive noise estimation. A possible
extension is to assign conjugate priors, such as Inverse-
Wishart distributions, to the unknown covariance matrices.
By incorporating these noise parameters into the variational
family, the state and the time-varying noise statistics can be
jointly estimated within the same ELBO optimization loop. In
this way, the noise statistics can be updated through conjugate
variational steps or alternating variational updates, while the
state continues to be refined via the stable pathwise gradients
derived in this work. Such an extension would further improve
the robustness of the proposed method in complex time-
varying noise environments.

Real-time computational feasibility is critical for practical
deployment, especially on resource-constrained Internet of
Things (IoT) devices. To evaluate the computational require-
ments of the proposed algorithm, we provide a complexity
analysis in Big-O notation [37]. For the state prediction step,
assuming standard numerical integration techniques (such as
the Cubature rule) are employed, the computational com-
plexity is approximately O(d3x), mainly dominated by the
Cholesky decomposition of the covariance matrix. For the
measurement update step, the computational complexity is
driven by the iterative optimization of the ELBO. In each
iteration, evaluating the gradients for M samples involves
matrix multiplications that take O(M(d2x+dxdz)) operations.
Additionally, computing the matrix inverses (e.g., S−1

k|k−1)
requires O(d3x). Therefore, the total computational complexity
of the measurement update step scales as O(Imax ·M ·dx(dx+
dz) + Imax · d3x).

By comparison, classical closed-form filters such as the EKF
generally require O(d3x + d3z) operations per time step. It is
evident that the proposed method is computationally more
demanding due to the sample size M and iteration count

Imax. However, this additional computational cost can be
justified in applications requiring higher accuracy in highly
nonlinear regimes. Notably, M and Imax are user-controlled
parameters and can be selected according to the desired trade-
off between estimation accuracy and computational efficiency.
Furthermore, since the computations associated with the M
Monte Carlo samples are mutually independent, the most ex-
pensive term O(M ·dx(dx+dz)) can be efficiently accelerated
using parallel computing architectures.

V. EXPERIMENTAL RESULTS

In this section, comprehensive experiments are conducted
to evaluate the effectiveness of the proposed optimization-
based variational Bayesian filter. To quantitatively assess the
state estimation performance, we employ the following four
metrics: Mean Absolute Error (MAE), Maximum Absolute
Error (MaxAE), Standard Deviation of Absolute Error (STD),
and Root Mean Square Error (RMSE).

Let N denote the total number of time steps, and let xk

and x̂k represent the true state and the estimated state at time
step k, respectively. The estimation error is defined as ek =
xk − x̂k. The metrics are calculated as follows:

MAE =
1

N

N∑
k=1

∥ek∥ (28)

MaxAE = max
k=1,...,N

(∥ek∥) (29)

STD =

√√√√ 1

N

N∑
k=1

(∥ek∥ − MAE)2 (30)

RMSE =

√√√√ 1

N

N∑
k=1

∥ek∥2. (31)

For multi-dimensional state estimation, ∥ · ∥ denotes the
Euclidean norm. For multiple Monte Carlo runs, the results
reported are the average values across all independent trials.

A. Nonlinear Scalar System

We first validate the proposed method using a highly non-
linear benchmark system from [38]. The state equation and
measurement equation are defined as follows:

xk = 0.9xk−1 +
10xk−1

1 + x2
k−1

+ 8cos(1.2(k − 1)) + vk−1 (32)

zk = 0.05x3
k + ωk (33)

where the state xk evolves with a highly nonlinear transition
function, and the measurement zk involves a cubic nonlinear-
ity. The process noise vk−1 and measurement noise ωk are
zero-mean Gaussian with covariances Q = 2.0 and R = 5.0,
respectively. The initial state is x0 ∼ N (0, 2.0), and the
simulation spans 50 time steps.

The proposed method is compared with several baselines,
including the EKF, UKF, PF, the natural gradient variational
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Bayesian Kalman filter proposed by Hu et al. [36], and the
sequential Gaussian variational inference method proposed by
Seo et al. [38]. The filtering results produced by different
methods are presented in Fig. 1, while the RMSE over time is
provided in Fig. 2. The statistical performance of all methods
is summarized in Table I.

The EKF yields the largest errors due to its reliance on
first-order Taylor expansion, which fails to compensate for
the significant linearization bias in this strongly nonlinear
regime. In contrast, the UKF reduces the overall error by using
the unscented transform and sigma points to propagate the
mean and covariance more accurately. The PF approximates
the posterior distribution numerically using particles, which
relaxes the Gaussian and linearization assumptions and can
reduce the average error in nonlinear scenarios. Notably, the
PF shows a high MaxAE, which can be attributed to weight
degeneracy and the inherent stochasticity of resampling when
the particle set is limited. It is also observed that the method
proposed by Hu et al. yields the poorest performance, even
worse than the standard EKF. Although this method is an
iterative variational approach, it still depends on analytical
linearization to approximate the intractable expectations in the
ELBO, and the iterative update procedure can accumulate and
amplify the resulting approximation errors, which can drive
the filter toward incorrect local optima or even divergence.

The proposed method achieves performance comparable
to the state-of-the-art approach of Seo et al., as both meth-
ods follow a sequential variational inference framework and
approximate the posterior at each time step by optimizing
a variational objective. This optimization-based formulation
allows the filter to better track changes in the posterior induced
by strongly nonlinear measurements. Moreover, the proposed
method attains slightly lower RMSE, STD, and MaxAE than
Seo et al. This improvement is primarily attributed to the use
of the reparameterization trick, which transforms stochastic
gradient estimation into a deterministic mapping of auxil-
iary noise. This approach effectively suppresses the gradient
noise and oscillations typically found in direct sampling-based
optimization, leading to superior convergence stability and
enhanced robustness against extreme error fluctuations.

Fig. 1. Filtering results of different methods.

To further investigate the influence of the Monte Carlo sam-
ple size, we evaluate the proposed method with different values
of M . The same system configuration, noise parameters, and
maximum number of gradient ascent iterations are used for

Fig. 2. RMSE comparison of different methods.

TABLE I
PERFORMANCE OF DIFFERENT METHODS

Method MAE MaxAE STD RMSE

EKF 1.1611 11.5942 2.3149 2.5332
UKF 1.3012 7.5694 2.1745 2.2088
PF 0.7379 15.2239 2.2832 2.3089

Hu et al. 4.0693 16.6253 5.8540 5.8623
Seo et al. 0.6399 9.0028 1.5955 1.6097
Proposed 0.7334 8.6383 1.5678 1.5869

all settings. The results are summarized in Table II, where
the execution time denotes the total runtime of the complete
filtering sequence.

As shown in the table, increasing M generally improves
the estimation accuracy. This indicates that a larger number of
Monte Carlo samples provides a more accurate approximation
of the likelihood expectation and leads to more stable gradient
estimation. It is also observed that the total execution time only
increases slightly from 2.7914 s to 2.8427 s as M increases
from 10 to 50. This suggests that, in this low-dimensional
scalar benchmark, the number of Monte Carlo samples is not
the dominant contributor to the overall runtime. The main
reason is that the state and measurement dimensions are both
small, and the sampling-related computations are implemented
in a vectorized manner. Therefore, the fixed computational
overhead associated with iterative ELBO optimization, matrix
operations, and program execution accounts for a large portion
of the total runtime. For higher-dimensional systems, however,
the sampling-related computation is expected to become more
significant, and the influence of M on execution time may
be more pronounced. To further reduce the sampling burden,
more efficient sampling strategies, such as Importance Sam-
pling [39] or Quasi-Monte Carlo techniques [40], can be incor-
porated into the proposed framework to achieve comparable
convergence precision with a smaller sampling scale.

TABLE II
PERFORMANCE COMPARISON WITH DIFFERENT MONTE CARLO SAMPLE

SIZES

M MAE MaxAE STD RMSE Time (s)

10 0.7334 8.6383 1.5678 1.5869 2.7914
20 0.7065 8.2584 1.5178 1.5355 2.8101
50 0.6773 8.0379 1.4896 1.5093 2.8427
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B. Maneuvering Target Tracking

To further validate the effectiveness of the proposed method
in multi-dimensional nonlinear settings, we consider a rep-
resentative target tracking problem in which a maneuvering
target is observed by a range–bearing sensor, following the
setup in [41]. The proposed method is also compared with
the proximal iterative nonlinear filter based on variational
Bayesian optimization (PEKF-VB) proposed in [41].

The target motion is modeled by a constant-turn (CT)
model. The measurement model is strongly nonlinear due to
the geometric relationship between the sensor and the target.
The state vector is defined as xk = [px,k, py,k, vx,k, vy,k]

⊤,
representing the two-dimensional position and velocity com-
ponents. The state transition matrix F k for the CT model is
defined as follows:

F k =


1 0 sin(θ̇T )

θ̇

cos(θ̇T )−1

θ̇

0 1 1−cos(θ̇T )

θ̇

sin(θ̇T )

θ̇

0 0 cos(θ̇T ) − sin(θ̇T )

0 0 sin(θ̇T ) cos(θ̇T )

 (34)

where the turn rate is set to θ̇ = −0.0333 rad/s and the
sampling interval is T = 1 s. The nonlinear measurement
function h(xk) maps the Cartesian state to polar coordinates
(range and bearing):

h(xk) =

[ √
p2x,k + p2y,k

arctan(py,k/px,k)

]
. (35)

The process noise ωk and measurement noise vk are zero-
mean Gaussian with covariances Qk and Rk, respectively.
Following the benchmark settings, the process noise co-

variance is Qk = 1.5GqG⊤ with q = [
1 0
0 1

], G =

[
T 2

2 T 0 0

0 0 T 2

2 T
]⊤, and the measurement noise covariance

is Rk = diag(r2, ϕ2), where the standard deviations are
r = 35 m and ϕ = 0.5π/180 rad. The target moves for 80
scans with an initial state x0 = [565.7, 29.99, 11.66,−0.62]⊤.
The initial estimation error covariance is set to P0 =
diag([600, 100, 600, 100]).

The target tracking results and the position tracking errors
obtained by different methods are shown in Fig. 3 and Fig.
4, respectively. All results are averaged over 100 Monte
Carlo runs. The experimental results show that the proposed
algorithm achieves markedly better tracking performance than
PEKF-VB. It is mainly because PEKF-VB relies on iterative
Jacobian-based linearization to approximate the intractable
terms in the ELBO, and the resulting Taylor approximation
can be inaccurate under strong nonlinearities. In contrast, the
proposed method separates the ELBO into a tractable compo-
nent and an intractable likelihood term. The latter is optimized
using Monte Carlo sampling with the reparameterization trick,
which enables stable, low-variance gradient estimation and
improves the posterior approximation. The statistical tracking
results indicate that the RMSE values for PEKF-VB and the
proposed method are 14.21 m and 12.19 m, respectively.

Fig. 3. Tracking results of different methods.

Fig. 4. Position tracking error comparison of different methods.

C. Real-World UWB-Based Localization

To validate the effectiveness of the proposed method in
practical engineering applications, we conduct experiments
using a real-world ultra-wideband (UWB) localization dataset
obtained from [42]. The experimental setup consists of four
UWB anchors at known fixed positions Ai = [ai,x, ai,y, ai,z]

T,
and a mobile robot equipped with a UWB tag. The state vector
at time step k is xk = [xk, yk, zk]

T, representing the robot’s
coordinates. The nonlinear measurement function hi(xk) is
defined by the Euclidean distance between the tag and the
i-th anchor:

hi(xk) =
√
(xk − ai,x)2 + (yk − ai,y)2 + (zk − ai,z)2 (36)

This real-world scenario presents significant challenges due
to the inherent measurement noise of UWB sensors and the
complex Geometric Dilution of Precision (GDOP) effects.
We evaluate and compare the proposed optimization-based
variational Bayesian filter against the classic least squares
(LS) method and the EKF applied in the original paper. The
trajectory of the mobile robot is shown in Fig. 5. The ground-
truth trajectory is provided by a global navigation satellite
system (GNSS) real-time kinematic (RTK) system and is
plotted together with the fixed positions of the four anchors.

The statistical performance of the three methods is sum-
marized in Table III. The LS method exhibits the poorest
performance across most metrics, with a notably high MaxAE
and RMSE. As a point-based estimation technique, LS lacks
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a probabilistic framework to account for temporal consis-
tency, making it highly susceptible to UWB range outliers
and geometric configurations, resulting in severe trajectory
fluctuations. While the EKF improves upon LS by incor-
porating a motion model and yielding a lower MAE, it
demonstrates a critical weakness in peak error control, as
evidenced by its highest MaxAE. This suggests that in the
presence of strong nonlinearities or sudden noise spikes, the
EKF’s local linearization via Taylor expansion can lead to
catastrophic estimation bias or even momentary divergence
from the reference. The proposed filter achieves the best
overall performance, particularly in terms of RMSE and STD.
Notably, the proposed method reduces the MaxAE to 3.1824
m, a significant improvement compared to the EKF.

As shown in Fig. 6, the proposed method yields a much
smoother trajectory with fewer spikes. It is important to note
that UWB measurements in real-world indoor environments
frequently encounter non-line-of-sight (NLOS) conditions and
multipath effects, which introduce severe non-Gaussian pulse
noise. Although the gradient expression in (39) is derived
under a Gaussian likelihood assumption, the proposed method
can still suppress local trajectory spikes more effectively
than the EKF due to its variational optimization mechanism.
Specifically, the EKF relies on a local first-order Taylor ex-
pansion evaluated at a single predicted point. Therefore, when
an abnormal UWB measurement occurs, the resulting large
innovation may be directly propagated through the Kalman
gain, producing abrupt changes in the estimated trajectory.
In contrast, the proposed method optimizes the ELBO over
the variational distribution rather than updating only a point
estimate. By computing expected gradients via Monte Carlo
sampling over the current uncertainty region, the update di-
rection is determined by averaged pathwise gradients, which
helps attenuate the influence of isolated pulse-like measure-
ment errors. Furthermore, the KL divergence term acts as
a probabilistic regularizer that penalizes excessive deviations
from the predicted prior. As a result, the estimate is prevented
from being overly pulled by abnormal local measurements,
leading to smoother and more stable trajectories.

Fig. 5. Trajectory of mobile robot with UWB tag.

VI. CONCLUSION AND FUTURE WORK

This paper proposed a novel optimization-based variational
Bayesian filtering framework with reparameterization for non-

Fig. 6. Positioning error comparison of different methods.

TABLE III
STATISTICAL PERFORMANCE OF DIFFERENT METHODS

Method MAE MaxAE STD RMSE (m)

LS 0.7194 5.4658 0.5198 0.8875
EKF 0.6690 6.8871 0.4468 0.8045

Proposed 0.6780 3.1824 0.4073 0.7909

linear state estimation. By decomposing the ELBO into an
analytically derived prior term and an intractable likelihood
term, the proposed method effectively transforms the recursive
filtering problem into a robust variational optimization task. To
address the instability and high variance commonly associated
with stochastic gradient estimation in nonlinear systems, we
introduced the reparameterization trick to compute stable, low-
variance pathwise gradients. This formulation allows the filter
to capture the global structure of the posterior distribution
without relying on the restrictive local linearizations or biased
pseudo-conjugate approximations. The effectiveness of the
proposed filter was validated through comprehensive evalua-
tions, including a highly nonlinear scalar benchmark, a multi-
dimensional maneuvering target tracking scenario, and a real-
world UWB-based localization experiment. The results con-
sistently demonstrate that the proposed method significantly
outperforms conventional filters such as the EKF, UKF, PF, as
well as state-of-the-art variational baselines, in terms of esti-
mation accuracy, convergence stability, and peak error control.
Particularly in complex real-world environments, the proposed
filter exhibits superior robustness against measurement noise
and extreme fluctuations.

Future work will focus on two main directions. First, we
aim to extend the current framework to handle systems with
unknown or time-varying noise statistics by jointly estimating
the state and noise covariance matrices within the variational
optimization loop. Second, considering the computational cost
associated with Monte Carlo sampling, we plan to explore
more efficient sampling strategies or surrogate models to
reduce the computational burden, thereby facilitating the de-
ployment of the proposed algorithm on resource-constrained
embedded platforms for real-time applications.

APPENDIX A
To optimize the ELBO with respect to the Cholesky factor

Lk, we compute the gradient of the two components in (11)
: the expected log-likelihood and the KL divergence.
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The likelihood term is Eq(xk)[log p(zk|xk)]. Utilizing the
reparameterization, the expectation is taken over the auxiliary
noise ϵ

∇Lk
Eq(xk)[log p(zk|xk)] = Eϵ[∇Lk

log p(zk|mk +Lkϵ)].
(37)

By applying the chain rule, the gradient of the log-likelihood
with respect to Lk for a single sample ϵ(m) is

∇Lk
log p(zk|x(m)

k ) =
∂ log p(zk|x(m)

k )

∂x
(m)
k

·
∂x

(m)
k

∂Lk
. (38)

Given the Gaussian likelihood p(zk|xk), we have

∂ log p(zk|x(m)
k )

∂x
(m)
k

= (J
(m)
k )⊤R−1

k (zk − h(x
(m)
k )). (39)

From the reparameterization formula, the derivative of the

state with respect to the Cholesky factor is ∂x
(m)
k

∂Lk
= (ϵ(m))⊤.

Combining these results and applying Monte Carlo sampling
, we obtain (24)

∇Lk
Eq(xk) [log p(zk|xk)] ≈ 1

M

∑M
m=1

(
J (m)

k

)T

R−1
k

(
zk − h(mk +Lkϵ

(m))
) (

ϵ(m)
)T

.
(40)

The prior term is the KL divergence between two
Gaussians q(xk) = N (mk,Sk) and p(xk|z1:k−1) =
N (mk|k−1,Sk|k−1). As derived in (21), the term involving
Sk is

KL(q(xk)||p(xk|z1:k−1)) =
1

2
[tr

(
S−1

k|k−1Sk

)
−log |Sk|+const].

Substituting Sk = LkL
⊤
k , we use the matrix identities

∇Ltr(ALL⊤) = (A + A⊤)L and ∇L log |LL⊤| = 2L−⊤.
The gradient with respect to Lk is then derived as follows:

∇Lk
KL

(
q(xk)||p(xk)

)
=

(
S−1

k|k−1 − S−1
k

)
Lk. (41)
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